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ABSTRACT

We presentHybridOS, a set of operatingsystemextensionsfor
supporting ne-grainedrecon gurableacceleratoritegratedwith
general-purposeomputingplatforms. HybridOS speci cally tar
getsthe applicationintegration, datamovementand communica-
tion overheaddor a CPU/acceleratomodelwhenrunninga com-
modity operatingsystem HybridOSprovidesa simple API for ap-
plicationsandawell-de ned hardwareinterfacefor recon gurable
acceleratorsThegoalis to reducethe dif culty in mappingappli-
cationsinto a CPU/acceleratomodelcomparedo anunrestrained
FPGAplatformwhile achiering whole-applicatiorspeedups.

HybridOSis integratedinto a full Linux distribution runningon
theembeddegbrocessoof anFPGA. Application-speci cacceler
atorsareimplementedn therecon gurablefabricof theFPGAthat
areallocatedto userapplicationsrunningon Linux. We have de-
velopedandevaluatedfour methodgfor accessinghe databuffers
requiredby hardware-accelerateapplicationausingour prototype.
The resultsof our work shawv the feasibility of our systemfor a
casestudy JPEGencodingwith two acceleratorsand an evalua-
tion of HybridOSfor varyingdatamovementrequirementshatcan
beusedasa guidefor future applicationslevelopers.
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1. INTRODUCTION

We presentybridOS,asetof CPU/acceleratasperatingsystem
(OS) extensiongthat addresshe needfor high-performanceom-
puting platformswhich canbetterexploit recon gurableaccelera-
tors by providing consisteninterfacesto applicationsdevelopers.
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Furthermorewe developandcharacterizelataaccessnethodsthe
coreof HybridOS,for an architecturemodelintegratingrecon g-
urableaccelerator;ito commonapplicationsWe separat¢hedata
accessnechanisnfrom the calling mechanisnto provide consis-
teng/ while alsoallowing for e xibility of implementation. Our
platformsupportsa commoditydesktop-andsener-classOS. Hy-
bridOS enablecommonsoftware methodologieso be employed,
easingapplicationdevelopers'transitionto CPU/acceleratoplat-
forms. The endgoalis to provide a framework for applications
developersto target multi-userrecon gurableplatformsand have
appropriatadatatransfermechanisnassignedlynamically

The CPU/acceleratomodel neednot replaceexisting parallel
programmingmodels, but insteadis a complementantechnique
for exploiting dataparallelismpresentn applications Ourmodelis
complementaryo threadednodelswhichaimto separateodeinto
explicitly parallel tasks, exploiting control independencemong

o wsof execution.Thegranularityof parallelismutilizedin thread-
edmodelss notthegranularityof computatiorthatwill necessarily
be mappedinto accelerators.Instead,we ervision multiple data-
parallel kernelsmappedinto accelerator¢o be accessedy mul-
tiple threadsof executionin aninterleaved andspace-multipleed
fashion.However, beforehybrid CPU/acceleratomodelscangain
wide acceptanceprotocolsand interfacesmust be developedto
easedheintegrationof acceleratorsvith currentprogrammingnod-
els. Furthermorethemechanismsustprovide protectionbetween
applicationsandacceleratorsyhile alsoprotectinghesystenfrom
defective or maliciousacceleratorsHybridOSachievesthesegoals
by enablingcommontool o ws and programmingmodelsto be
maintained while extendinga widely-usedoperatingsystemand
computingervironment.

We develop a CPU/FPGAprototypethat runsthe Linux OSto
studydataaccessnethodsn our CPU/acceleratamodel. We build
the necessarngupportinto the OS to allow acceleratorso be ac-
cessedby userspaceapplicationdy way of alibrary call-likeinter
face. The applicationdeveloperusesan applicationprogramming
interface(API) thatabstractsway the detailsof the hardwareim-
plementationDifferentmodesof communicatiorareimplemented
to transferdatafrom theapplicationrunningonthegeneral-purpose
processoto the acceleratorsWe referto the differentmodelsfor
datatransferasaccelentor accessnethods HybridOScreateshe
abstractiorbetweerapplicationandacceleratosuchthatmary dif-
ferentmodesof operatiorarepossiblewhile maintainingthesame
applicationinterfaceusedto accesgshe acceleratodata. We refer
to the encapsulationf the accessnethodand of the computation
methodusedby the OS as acceleator virtualization The virtu-
alizationof the acceleratoresourcesllows applicationgo access
theacceleratorsvithout the needto understandhe structureof the
underlyingresources.



We evaluateHybridOSusingan acceleratoframevork thatwe
have developed.Theframenork includesembeddednemorieshus
interfaces controllogic, anda switchableinterconnecfor acceler
ator developersto taget. The embeddedogic of our framevork
would be moreef cient thana generalrecon gurableplatformin
termsof area,cost,speedandpower. Our framewvork reduceshe
mappingcompleity experiencedby acceleratodeveloperscom-
paredto anunrestrictecplatformat the expenseof e xibility. Tar
getingour acceleratoframevork allows acceleratodevelopersto
take advantageof the softwareinterfaceswe develop aspartof the
HybridOS platform. As a result, the acceleratoframeavork en-
hance=f ciency andperformancewhile reducingthe compleity
experiencedy designers.

As a casestudyin acceleratodevelopmentandto demonstrate
our CPU/FPGAplatform,we developasetof acceleratorfor JPEG
imageencoding.We have characterizedur differentaccessneth-
odsto provide the needednsightfor datatransfermechanismso
adaptto changingconditionswithin the system. For eachaccess
method,our resultsshaw the costof eachcomponenbf the over-
headassociatedvith accessingaccelerators.The resultsdemon-
stratethe feasibility of our approachthe needfor adaptve data
transfermappingsbetweenapplicationsand associatedaccelera-
tors, anddirectionsthat future researcttanpursueto advancethe
stateof CPU/acceleratgplatforms.

The contritution of this paperis the demonstratiorand evalua-
tion of HybridOS,protectedaccessnethodsonsitutingasetof OS
extensionstargettinga CPU/acceleratomodel. We extend previ-
ouswork in operatingsystemsupportfor recon gurablesystemdy
addingdatamappingtechniqueghatmay beincorporatednto the
various recon gurable resourceallocation techniquespreviously
studied.TheentireHybridOSplatformprovidessoftwareandhard-
wareinterfaces,decouplingtwo dissimilardesignprocessesThe
modelallows for betteruseof the recon gurableresourcedy al-
lowing the OSto mapdataaccessnethodgo applicationglynami-
cally in responseo varyingworkloads.The mappingis madepos-
sibleby thevirtualizationprovided by themethodsve developand
characterizeWe have developedanacceleratoframevork thatex-
ploits the commonalitiesof mary acceleratorgo provide consis-
tent, easy-to-usénterfaces while taking advantageof the bene ts
of embeddedogic.

The goal of HybridOS is to understandhe overheadsassoci-
atedwith dataacces$n aprotectedDS-supporte@€PU/accelerator
modelallowing for bettemperformingacceleratedpplicationsthere-
by gainingwideracceptancéor recon gurableacceleratorengen-
eral-purpos@latforms.

2. SYSTEM MODEL

In this section,we describethe interfacesthat both applications
and acceleratodevelopersuseto target applicationsat our plat-
form. Theinterfacesdecoupleandsimplify the proces®f integrat-
ing recon gurableacceleratorinto commonapplications.We de-
scribethe library-like interfacethat encapsulatethe applications'
interactionswith HybridOS. We introducethe recon gurableac-
celeratorframework to simplify accelerator/processartegration.
We concludethe sectionby discussinghe implementatiorof the
interfacesandframeavork on our CPU/FPGAprototypeplatform.

2.1 Application Interfaces

Applicationsaccessacceleratorsn our modelthrougha well-
de ned APl managedy the OS layer The API is a setof calls
to asharedibrary subsystenthatusesbothuserspaceandkernel-
spacecomponentso transferdataand communicateontrolinfor-
mationto acceleratorsesidentin the acceleratoframenork. The
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Figure 1: Block diagram of the acceleratorframework.

HybridOSplatformleveragesoftwaredevelopers'familiarity with
library andsystemcall useandtheapplicationsupportof awidely-
usedclient-andsener-classOS.

The applicationinterfaceof HybridOS enableghe OS layerto
performdynamicresourceallocationandvirtualize acceleratore-
sourcedransparentlyo theuserapplication.Whenacceleratorare
directly accessedby an applicationthe ability to reallocateaccel-
eratorresourcesindwell-de ned portableinterfacesarelost, mak-
ing acceleratorsiisein apreemptve multi-taskingOSernvironment
dif cult. Dispensingwith anOSto avoid the overheadof acceler
ator accesshasthe dravbacksof systemservicesbeinglost, pos-
sible lossof protectionboundariesandlost abstraction.The loss
of systemservicegesultsin increasedlif culty for applicationde-
velopmentanddelugging. HybridOSis an attemptto avoid these
dif culties.

Applications built for HybridOS can continueto operatein a
multiprocessingrvironmentwhile exploiting thedata-parallepro-
cessingcapabilitiesof hardwareacceleratorsThe schedulingand
resourcesharingcapabilitiesprovided by the OS, critical for mul-
tiprocessingervironments,will belostif no OSis used. Making
the operatingsystemaware of the acceleratorsllows the acceler
ator resourcego be allocateddynamicallyto applications,while
still allowing for the systemservicesand multiprocessingcapa-
bilities necessaryor a CPU/acceleratomodelto be adoptedfor
general-purposeomputingplatforms.HybridOSremainsagnostic
to schedulingpolicy andde ning sucha policy is not the purpose
of thiswork.

Virtualizationof acceleratoresourcegnablesompatibilityand
resourcesharing.Thevirtualizationof therecon gurableresources
is similar to the virtualizationof physicalmemorywherebyevery
procesdelievesthatit hasfull accesso thephysicalresourceshut
in reality the processesperatausinganabstractiorof the physical
resourcesFor HybridOS,we usein-memorybuffersto virtualize
acceleratomemoryanddo copying asnecessarytransparentlyo
the applicationand accelerator In this ernvironmentmemoryre-
sourcesareallocatedby virtual memorymechanismsupportedy
the OSandprocessoarchitecture As physical canbe virtualized,
sotoo canhardwareacceleratoresources Adding supportto the
architectureandto theOSallows acceleratorto bevirtualized,pro-
viding low-overheadaccessanda simpli ed programmingmodel
for developers.

2.2 Accelerator Interfaces
We demonstratea recon gurable hardware acceleratorframe-



work for acceleratodevelopersto target. A block diagramof the
framework is depictedn Figurel. Theacceleratoframevork sim-
pli es theproces®f acceleratodevelopmentby reducinghenum-
ber of signalsa designermust model on our platform by nearly
80%. Thereductionis achevedby de ning alessgenerainterface
thantheunrestrictedusinterfaceattachedo theembeddegroces-
sor core of our design. The de ned interfaceallows for accelera-
torsto bechainedogetherandaccessethroughade nedinterface
from thegeneral-purposprocessorThefunctionsprovidedby the
framewvork would be implementedas embeddedhardwiredlogic
in future CPU/acceleratosystemstakingadwantageof thedensity
power ef ciency, andspeedf x edlogic. Furthermoretheframe-
work interfaceprovidesa consistenplatformthatenablestandard
acceleratotibrariesto be built. As a partof achieving the goal of
reduceccompleity whendevelopingCPU/acceleratasystemsye
usetheframavork asatamgetfor the HybridOSplatform.

The systeminterface of the acceleratoframenork is a set of
control registersand databuffers. Control registersfor the DMA
controllerandregistersto startandstopthe acceleratorareacces-
sibleto theOSlayer. A singlecontrolregisteris usedfor settingup
theinterconnechetwork thatchainstogetheitheseparataccelera-
torsandtheprocessoaccessibléuffers. Controlregisterscanalso
be mappednto individual accelerator$o de ne variousmodesof
operation. The databuffers are addressabléy the processoand
do notoverlapwith theaddresspaceof systemmemory Thecon-
trol registersandbuffers provide a setof primitives, supportecy
HybridOS,for acceleratodeveloperso build upon.

Acceleratorscan be maderesidentinside an areaof recon g-
urablefabric which we refer to as a recon gurable frame The
recon gurableframe hasthe input and outputstubsnecessaryor
attachingan acceleratoto the acceleratoframevork. Theinter
acceleratomodelthattheacceleratoframevork employsis stream-
like andusesasimpleacceleratoto-acceleratoprotocol,with pre-
cise semanticsthat allows for streamsto passthrougha set of
accelerators.Details of the inter-acceleratoprotocol and access
modelareavailablein [13]. A key featureof the modelis thatthe
acceleratodevelopersneednotbe concernedvith whatsystemin-
terfacesareavailableandtheprotocolsthatgoverntheirusage Ac-
celeratordeveloperswho useour modelneedonly targeta simple
stream-lile acceleratoiinterface and applicationsdeveloperscan
take advantageof our platform,OS support,embeddedramevork
resourcesandasimpli ed programmingmodel.

HybridOSarbitratesaccesdo andpartitionsthe resource®f the
framework by settingup addressnappingsandmanipulatingcon-
trol registerstransparentlyto the userapplication. The consistent
but generalinterfacesprovided by the acceleratoframevork al-
lows HybridOSto targeta broadrangeof acceleratorsMoreover,
HybridOSis ableto interfaceapplicationgunonageneral-purpose
CPUwith asetof acceleratorsesidenin theframevork in atrans-
parentef cient, andwell-supportednanner

2.3 Implementation Details

We have implementedour CPU/acceleratomodel on a CPU/
FPGA prototypeplatformto shaw its feasibility andto explorethe
designspaceof our model. Figure 2 depictsour systemimple-
mentedin a Xilinx Virtex-1l Pro FPGA [25]. The designusesa
single 32-bit PoverPC405[24] processarrunning at 300 MHz,
supportingthe Linux 2.6.18Kernel. The systemmemoryof the
platformis externaDRAM attachedo a synthesize@nemorycon-
troller. The acceleratoframenork is developedin VHDL andis
attachedo the 64-bit processofocal bus (PLB), both of which are
clockedat 100MHz. Controlinformationis transmittedto the ac-
celeratorframenork using a setof 32-bit device control registers
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Figure 2: Block diagram of the CPU/accelerator platform.
Note that the systemmemory is located off chip.

(DCR), separatdrom the PLB to allow for concurrentdataand
control communication. Peripheralsare supportedoy an on-chip
peripherabus (OPB)thatis bridgedto the PLB.

Thesynthesized/HDL of theacceleratoframavork mapsinto
1638slicesof the Virtex-Il FPGA. The framewvork occupiesl735

ip- ops, 30004-LUTs,andnine2 kB block RAMs. Theacceler
ator framework is not highly optimizedandis mainly usedin this
work asaprototype.

The platformis capableof runningstandard_inux applications
that are compiledfor the PoverPC.The Xilinx CPU/FPGAsys-
temrunningLinux senesasthe basisfor the modelsandplatform
developedin this work.

3. HYBRIDOS ACCESSMETHODS

In this sectionwe describefour accessnethodsfor applications
totransferdatato acceleratorthatwe have developed.Eachmethod
providesthe sameinterfaceto the application,allowing for trans-
parentswitchingbetweenaccessnethodsby the runtime. We de-
scribetwo methodshasedon directmemoryacces§DMA): user
spacebuffers with low startupcostsand usermappedDMA with
addedstartupcost, but reducedperaccessost. We will conclude
by examining our cacheabledirect mappingand uncateabledi-
rectmappingaccessnethodsthat can provide ef cient bususage
and reducedcopying by mappingacceleratotocal memoriesdi-
rectly into userspaceapplicationsandlibraries.

3.1 Example: Character DeviceDriver Access

As a baselinefor comparingthe four accessnethodsandto il-
lustratehow it is possibleto integraterecon gurableaccelerators
usingexisting softwaresupportwe have developeda simpleLinux
device driver. Theacceleratoas-a-deice modelhasbeenusedby
commercialproducts[16]. However, aswe will shav, the model
hasde ciencieswhenappliedto closely-coupled,ne-grainedre-
con gurableacceleratorintendedfor usewith a multitaskingop-
eratingsystem.All methodswve presenfollow the samepatternof
executinga setuproutine, writing datato a (possiblyvirtualized)
buffer and then calling the HybridOS runtime, and in doing so,
transfercontrol of the buffer to the runtime systemallowing Hy-
bridOSto initiate the necessargactionsto run the acceleratorin a
blockingmodel,aswe will assumenerefor simplicity, the call re-
turnswhentheacceleratoresultis ready Theapplicationcanread
andwrite the buffer asneededxceptwhenblockedin acall.

Thedevicedriverwe have developeds accessediatheioctl()
systenxcall. Oncetheapplicationhassetup thedevice interfaceby
calling the open() systemcall, it canaccesghe acceleratoby
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Figure 3: Timeline of a singlecall to the acceleratorframework.

issuingioctl() commandsOn eachcall, theapplicationpasses
apointerto aninput buffer anda countof dataitemsfor theaccel-
eratorto process.The systemcall sendghe datain the userspace
buffer to the acceleratqrretrievestheresults,andstoreshemback
into the samebuffer for the userto access.The systemcall then
returnscontrolof the buffer to theaccessingpplicationandwakes
it up.

Figure3 shavstheactionsof asinglecall to theacceleratofrom
thetime the applicationmalkesa call to the device driver until the
time wherethe OS returnscontrol to the application. In this ex-
ample,it is assumedhatonedatablock of 128 bytesis sentto the
acceleratoandthatoneblock of equalsizeis retrieved. Thedevice
driver rst copiesthedatain from theuserspaceanputbuffer to the
DMA-capablebuffer and ushesthecorrespondingacheinesout
of thedatacacheo ensurecoherencevith thesystemmemory The
driver performsDMA setupto transferdatainto thelocal memory
of theacceleratorWhentheacceleratorecevesthedata,thecom-
putationbegins. The driver cantheninvalidatethe cacheregion
associateavith theresultbuffer andsetupthe DMA transferto ob-
tain theresults.Whentheacceleratocompleteghe processingor
theblock,the DMA transferis performedmoving theresultsback
into a buffer in systemmemory The kernelcopiesthe databack
into the userbuffer andreturns.

Thetime spentdoing extra copiesandthe costof usinga prede-

ned systemcall far eclipseghetime spentexecutingontheaccel-
erator Thebreakdevn for thecostof eachcomponenbf thedevice
drivermethods discussedh Sectiord. Whenusinglargedatasets,
suchasthoseusedby loosely-coupledcceleratorsghe overheadf
aruntimesystemconstitutegessof thetime spentexecuting;how-
ever, using our accessnethods,we shav that acceleratoraccess
with lessoverheads possible gvenwhensmallertransfersizesare
usedthusenabling ner-grainedaccelerators.

Eachof thefour accessnethodsthatwe have developedusesa
sequencef eventssimilar to whatis shavn in Figure3. However,
we aim to reducethe overheadassociatedvith the device driver
modelandto provide thetransparenglackingin the device driver
modelnecessaryo allow for dynamicremappingof application-to-
acceleratoaccessnethods.

3.2 DMA AccesdMethods

Two of the accessnethodsavailableto HybridOSinteractwith
acceleratorsimilar to whatis shovn for a charactedevice driver
usingDMA, but with muchlower overhead A customsystemcall
isimplementedo avoid theadditionaloverheadf usingprede ned

systemcalls, suchasioctl() from the previous example. We

rst shav amethodthatusesuserallocatedbuffersto provide data
to HybridOS. Our secondDMA-enabledaccessnethodprovides
even lesspercall overheadby directly mappinga DMA-capable
buffer into theapplications virtual addresspace.

Direct memory accessprovides an ef cient meansto transfer
datato andfrom acceleratorsprovided thatthe DMA setupcosts
can be amortizedover the executiontime of the acceleratordo
yield anetgain in performance Anotherperformance-releantis-
sueis memorycoherencenforcedby usinguncacheablenemory
or cachingdatabuffers followed by the explicit cache ushes we
employ, both of which incur additionaloverheadthat mustbe ac-
countedor. Onourplatform,DMA transfergequirefour memory-
mappedregistersto be written specifyingthe source,destination,
typeof transferandlength.DMA transaction®ccurin 16 x 64-bit
burstsinitiatedby the DMA controller(DMAC). Transactionseed
notbealignedto 8-byteboundariesbut a smallcostis incurredfor
writesthatareunaligned.Requestshataregreaterthan128 bytes
arebrokeninto multiple transactionef 128 bytes,with theDMAC
arbitratingfor the busbetweertransactions.

3.2.1 UserSpaceBuffers

The userspacebuffer accessmethodis similar to the device
driver model except that a low-cost systemcall is usedand the
library API provided to the userapplicationis implementedsuch
thatit is consistentvith ourthreeotheraccessnethodsHybridOS
hasthe furtheradwantagethatthe userspacebuffer methodavoids
the costof maintainingstatenecessaryor standardevice drivers.
Anotherkey featureof the userspacebuffer accessnethodis that
it doesnotrequireary setupprior to use.

A userspacebuffer canexist asary contiguousegion of theap-
plication’s virtual addressspace. Whenthe OS layer is accessed
by the applicationusinga userspacebuffer, the datain the buffer
mustbe rst copiedby the OS into a DMA-enabledregion which
is pinnedin memory The costassociatedvith the copy is simi-
lar to whatis shawn for the characterevice driver method. The
buffer usedby the applicationis allocatedin userspacethe user
spacebuffer methodprovides a meansfor accessingaccelerators
thatrequiresno OS-level setup.The setuproutineis still presento
maintainconsisteng acrossmodels,but is essentiallya null oper
ation. Requiringno setupallows developersto chooseaccelerators
wherethe costof acceleratosetupcannotbe amortizedover the
run of theaccelerator

Table 1 shaws the costof making setupandteardown system



Table 1: Mapping overheadfor useraccessnethods.
Call Overhead

AverageCase FirstAccess
Call Cycles Time( s) Cycles Time( s)
open() 14381 4794 34472 114.8
mmap() 8422 28.01 24487 81.62
munmap() 7357 2452 14467  48.22
close() 4509 15.03 9581 31.94
Total 34699 1155 83007 276.7

calls from a userapplicationrunningon our testplatform. In the
charactedevice driverexample bothopen() andclose() sys-
temcallsneedto beissuedrequiringasmary as44,000cycles. If

setupwererequiredby all of our accessnethodsthe high startup
costswould reducethe applicability of our interfacesto only those
applicationsthat accessthe acceleratormumeroustimes or use
large datasets. Instead we provide a variety of methodshattake
adwantageof specialmappingsusing setuproutineswhen setup
costscan be tolerated,but also userspacebuffers that allow for

acceleratoaccessvithout the high costof setupto enableclosely-
coupled ne-grainedaccelerators.

3.2.2 UserMappedDMA Buffers

User mappedDMA buffers avoid the additional copiesasso-
ciated with the user spacebuffer methodby mappinga DMA-
capablebuffer directly into the applicationaccessinghe acceler
ators. DMA transfersoff-load the task of datamovementto the
DMA controlletr providing an opportunityfor increasecconcur
reng/ betweeracceleratorandthegeneral-purposprocessarThe
maintradeofs for reducedoverheadarethe costof settingup the
mappingand the needto pin DMA-capablebuffers into system
memoryfor eachusermapping.For eachnew mappingHybridOS
mustallocatea new setof memorypagesn pinnedphysicalmem-
ory. Whenthepagesare rst accessedheapplicationwill fault-in
the pageandsuffer the costof having the OSinsertthe pagetable
entryinto thetranslatiorlook-asidebuffer (TLB). Ourresultsshav
that above a certainnumberof transactionsith the accelerators,
the costof settingup the initial mappingscanbe amortized.User
mappedDMA buffers are a viable option whenthe startupcosts
canbemadenggligible, providing low-overheaddatatransfersand
openingup greaterpossibilitiesfor concurreng betweernthe pro-
cessorlndtheaccelerators.

3.3 Accelerator Direct Mapping

Acceleratordirect mappingmethodsattemptto avoid the cost
associateavith settingup andexecutingDMA transfersfor small
datasets. Thesemechanismsnapthe acceleratotocal memories
directly into the virtual addressspaceof the calling application.
Both direct mappingmethodsrequirea setuproutineto createthe
mapping but offer thelowestoverheadaccessnethodon a percall
basis.Uncacheabl@irect mappingwrites directly to the accelera-
tor memory bypassinghecachetherebyavoiding cachepollution.
Cacheablairect mappingwrites to the acceleratotocal memory
usingthe processos datacacheasa buffer. The cachingprovides
moreef cient useof thebusby leveragingcachedine transfersand
exploits otherbene ts of cachingdatasuchaslower lateny when
locality is present.

Thereare no DMA buffers that must be pinnedinto memory
for this modelandno backingstorefor the memoryhostedby the
acceleratotocal memories.As a consequencef writing directly
to the local memoryof the acceleratqrno copiesmust be made
betweenuserspaceand kernel spacenor from a DMA buffer to

theacceleratofocal memory Furthermoreremoving the needfor
pinnedbuffersis of greatesbene t to acceleratorsvith potentially
large buffer requirements,e.gGPUswith 100's of MB of memory

Both modelshave thedravbackthatonly onemappingbetween
the applicationandthe local buffer canexist at ary time. Future
systemsouldleveragetheabstractionwe have createdor theuser
spaceapplicationto changehemappingsatruntime,allowing mul-
tiple applicationgo sharedirectmappedaccess.

3.3.1 UncadeableDirectMapping

Uncacheabldirectmappingransfergiatadirectly from thesoft-
ware applicationto the local memoriesof the acceleratorusing
standardoad and storeinstructions. Oncethe mappingis setup
by the HybridOSinitialization routine, the applicationwrites data
into thevirtually addresseéhput buffers andthenstartsexecution
of the acceleratoby executingan acceleratosystemcall. While
servicingthesystencall, theOSdetermineshatthemappings un-
cacheabl@lirect, meaninghatall of theinput datais alreadyavail-
ablein the buffer, andimmediatelystartsthe computation.When
theacceleratois nished, the call returns,andthe applicationcan
accesglatadirectly from theacceleratotocal memory

Uncacheablairect mappingsavoid extra copies,avoid cache
pollution, remove the cost associatedvith DMA setup,and re-
move the needfor explicit cachecoherencemechanisms.How-
ever, uncacheablalirect mappingsdo not ef ciently usethe bus
andmayforce computationgo stall waiting for writesto theaccel-
eratorlocal memoryto complete . The costof not cachingbecomes
performance-limitindor transferggreaterthana few wordsdueto
inef cient busutilization. For instancepuncachedvriteslimit each
transferto be at most32 bits while the systembusthatattacheshe
processoto the accelerators a 64-bit bus, leaving the systembus
only half-utilizedwhenuncacheablenappingsareemplo/ed. Fur-
thermore eachwrite will requirearbitrationfor the bus, reducing
performancef multiple bus mastersexist. Write combiningcould
alleviatethelow utilization of the bus,but still doesnot provide the
cachingbene tsof our cacheddirectmappingmethod.

Thebene tof notcachingtheacceleratomputbuffersis thatdo-
ing so avoids cachepollution associateavith othermethods.The
data-parallekernelsthatareamenableo implementatiorasrecon-
gurable acceleratorareoftenstreamingn nature.Streamingap-
plications[12] producedatasetsthatareread,manipulatecy a set
of functionalunits,andthenproducearesult. Much of thelocality
a CPUdatacacheis meantto exploit is lostin sucha modelsince
onceaninputto theacceleratois producedthe processowill not
accesdt again. Not cachinginputsto streamingacceleratorallows
the cacheto be put to more effective useto achiee betterperfor
mance.

3.3.2 CadeableDirectMapping

Cacheablairectmappingsusethe CPU datacacheto leverage
existing prefetchersvhenstreamingandlocality whenthereexists
persistentlatasharecbetweeracceleratoandCPU.Blocksof data
to bewritten to the acceleratofocal memoryareallowedto reside
in the cache. When the applicationissuesthe start commandto
the acceleratgrthe only additionalstepis to ush the cachelines
that may not have written backto the acceleratotocal memory
Thebene tsof thecacheablelirectmappingaremoreef cient use
of physicalmemory increasedus utilization over uncachedirect
mappingandno copy overheadassociateavith DMA-basedmeth-
ods.

Better bus utilization in the cacheabledirect mappedmethod
comesfrom two factors: overlappedcommunicatiorand compu-
tationandbursttransferdor cachdines. Writing to thecachetakes



mary fewer cyclesthanwriting directly to memorydueto the in-
orderpipline and uncacheablstorepolicy of our processar The
reducedwrite time allows for fewer cycles wastedspentwaiting
for writesto complete.With the datain the cache the cachecon-
troller is ableto combinethe writesand ush the databackto the
acceleratofocal memoryin parallelwith computationjncreasing
concurreng. In the bestcase,all the datageneratediuring the
computatiorphasewill have beenwritten backprior to startingthe
acceleratqgmrenderingthe explicit ush anull operation.In afash-
ion similar to write-combiningon contemporarymicroprocessors,
the bus will be ableto make useof full-width burstsbetweenthe
cacheandthe acceleratotocal memorythatarenot possiblewhen
issuingsingle, uncacheabléoadsand stores. For cache-coherent
multicore processorsve avoid unnecessargacheprobing, which
could otherwisereduceperformanceand we avoid the comple-
ity of participatingin the cachecoherencerotocol. Both probing
andprotocolparticipatiorwould berequiredf theacceleratolocal
memorywerekeptcoherent.

The major drawvbacksto usingdirectaccessre coherenceon-
cerns,cachepollution, andthe needfor one-to-onemappingsbe-
tweenuserspacédiuffersandthelocal memoriesof theaccelerator
Our currentprototypeplatformdoesnot provide supportfor cache
coherenceaisingthesystembus. Theacceleratolibrary mustthere-
fore ensurehatthedatain the CPU cacheis coherenwith thedata
thatthe acceleratowill accesgrom theacceleratotocal memory
In our implementationwe explicitly ush the cachelines corre-
spondingto the acceleratotocal memoryandadda synchroniza-
tion barrierprior to allowing the acceleratoto begin. Cachepol-
lution is a valid concernfor streamingapplicationsthat may trig-
ger mary writebacksto cache-allocate@cceleratodata; that is,
datathatmay never be readagain. We avoid total cachepollution
by mappinga x ed-sizedregion of acceleratomemoryinto the
cacheto createa cacheablecceleratomemorywindow. Thecase
wheremultiple buffers needto map into the samelocal memory
is beyond the scopeof this work, but the virtualization provided
by our CPU/acceleratointerfaceallows for the mappingmethod
to be altered. The virtualizationallows a methodthatdoesnot re-
quire one-to-onenappingso be usedandthe datafor theacceler
atorbuffered. Although concernsxist with usingcacheablairect
mappingspur resultsdemonstrat¢hatfor certainworkloads they
arethemostappropriatenechanism.

We usethe samemechanisnmalreadypresentedor the acceler
ator input buffer to handlethe acceleratoresultbuffer. Thusfar
we have focusedon writing datato the acceleratodocal mem-
ory throughthe cache;however, oncethe acceleratoiis nished,
a mechanisnmustexist suchthat resultscanbe readby the pro-
cessar To do so, the applicationaccessethe result buffer using
normalloadinstructionsput insteadof goingoutto theaccelerator
local memoryon eachaccessthe rst accesdriggersthe corre-
spondingcachdine to betransferrednto the processodatacache.
The cacheline transferprovides fasteraccesgo subsequendata
while atthe sametime notaffectingthelateng of thecritical word.
Moreover, thedatacannow becachedallowing for fasteraccesses
whenresultdatais repeatedlyaccessedfter the acceleratedom-
putationcompletes.

3.4 Summary

Four accessnethoddor transferringdatabetweersoftwareap-
plicationsandacceleratorarepresentedThemethodsmplemented
are encapsulatedh a library call API that accesseshe recon g-
urableacceleratoHybridOSplatform. Thedevice driver modelfor
accessindnardwaredevicesis describedo demonstrat¢he lack of
acceleratospeci ¢ OS supportavailableto acceleratodevelopers

andsenesasa baselinefor performancecomparisons.The user
spacebuffer accessnethodprovidesa custom-tailoredaccelerator
systencall alongwith runtimesupportthatrequiresno setup prior
to use. The userspacemappedDMA buffer methodprovidesthe
samebene tsof the userspacebuffer method but alsoreducesin-
needectopiesattheexpenseof requiringinitialization prior to use.
Uncacheableirectmappingsrovide avery low-overheadnecha-
nismfor accessingcceleratordyut provide low busef ciency. For
slightly more overheadbus ef ciency is greatlyimproved by our
cacheablelirectmappingmodel.

4. EXPERIMENT AL RESULTS

In this sectionthe acceleratoaccessnethodsareevaluated.We
rst explore the overheadfor our various accessmethodsusing
JPEGimagecompressiomsanexample.Next we provide general
resultsto shav that for differentdatasets,differentaccesaneth-
odsareoptimal. A discussiorof theresultsandthe utility of those
resultsfor future hybrid systembuildersconcludeghe section.

4.1 JPEG CaseStudy

We have integratedhardwareacceleratorsvith acommonlyused
integerbasedIPEGencodindibrary [15]. Our motivatingapplica-
tionis aJPEGencodetestapplicationbuilt ontop of thehardware-
acceleratedibrary. We have built a quantizeracceleratoanda 2D
discretecosinetransform(DCT) acceleratointo our framework.
Theinterconnecis setup suchthattheresultsof theDCT accelera-
tor o wdirectlyinto theinputof thequantizewia thein-framewvork
interconnect.In the bestcase,on a percall basis,the hardware-
acceleratedrersionof DCT and quantizationprovides a speedup
of 1.85x over software executionwhentaking into accountdata
movementndcall overhead while maintainingprotectionbound-
ariessetby the OS.

Minimal changesnustbemadeto the sourceto enableaccelera-
tor accessn ourmodel.Library call wrappersareusedto integrate
the hardware acceleratorsresidentin the acceleratoframework,
into the JIPEGencodempplication. Two sourcecodechangesnust
be madeto the JPEGencodetto accesghe acceleratorsFirst, the
call to DCT andquantizationin the original codeis replacedwith
a call to our acceleratotibrary, resultingin no additionallines of
C sourcecode. Seconda call to initialize the desiredmappingis
addedto theinitialization codeof the JPEGencoder The initial-
izationroutineaddsa singleline of C codeto the application.The
encodelis now ableto usethe acceleratorfor DCT andquantiza-
tion with minimal change$iaving beenmadeto the sourcecodeof
the original application.

Theaugmentedrersionof the JPEGencoderapplicationwhich
integratestwo hardwareacceleratorss usedto studythe overhead
associatedvith acceleratoaccessesThe acceleratedall takesas
input a single8x8 pixel region calleda macwoblok. Eachpixel is
representethy a 16-bit signedinteger The pixels arepacked into
a contiguous128-byteregion of memoryfor all accesamethods.
The acceleratoproducesa quantized8x8 matrix of 16-bit signed
integercoefcients asaresultof its computation.

Throughmajorrefactoringof thesourcetheoriginal application
couldbeacceleratethy recon gurableacceleratorto agreaterde-
gree. However, we choosenot to modify the applicationthereby
demonstratinghe ability of HybridOSto provide speedugor ne-
grainedacceleratorsvhile not increasingthe burdenon software
developers.The HybridOSinterfaceaimsto avoid having develop-
erschangehearchitecturef their softwareapplicationgo accom-
modaterecon gurableaccelerators.The streamingnatureof the
applicationis suppressetb studyour models ability to accelerate
applicationsof ner granularity



Figure 4: A singlecall to DCT and Quantizer using eachaccessnethod.

Thereareeightpossibleoperationghatconstitutea singletrans-
action with the acceleratoframewnork in our implementationof
HybridOS, but not all are necessaryor eachmethod,e.g., DMA
setupis unnecessarfor direct mappings. Polling is the time re-
quired for the acceleratorgo processa single macroblockwhen
not consideringary datamovementoverhead.Thebuffer Il is the
time spentwriting datafrom its sourcein the original codeto the
acceleratomput buffer in thevirtual addresspaceof the applica-
tion. Thecacdhecoheencecomponents thetime spent ushing the
cachelines of the macroblockexplicitly from the CPU datacache
usingthe PaverPCdcbf instruction. DMA transfes is the time
from whenthe DMA transactionis initiated until the DMA sta-
tus register which is polled, signalsthe completionof the DMA
transactionDMA setupis thetime requiredto setthefour DMAC
control registers. Kernel-to-usercopyingis the time requiredto
performtheLinux copy callsto move datafrom auserspacebuffer
to a statically-allocate@neinsidethe kernel. Call overheads the
time spentgoing into the kernelandary othertime thatis not ac-
countedfor in theabove sections.

Theresultsrepresenthe arithmeticmeanof 11,900accelerator
accessewhenencodinga 1.4 MB referencémage.Measurements
weretaken on our testplatformto determinethe overheadof each
componenbf the JPEGquantizerandDCT call usingeachof our
four accessmethods. Figure 4 depictsthe resultsof thesemea-
surementslongwith thetime for thedevice driverimplementation
includedfor comparisonAll timing measurement@retakenusing
the 64-bit timebaseof the PoverPCwith synchronizatiorinstruc-
tionsinsertedto ensureaccuratdiming results.

We now highlight someof the key insightsgainedfrom the re-
sultspresenteth Figure4. Thedevice drivermethods thehighest-
overheadaccessnethoddemonstratinghatour low-overheadsys-
temcall interfaceprovidesnetbene t over usingthe charactede-
vicedriverlibrary codewhenonly consideringperformanceMuch
of the overheadassociatedvith all ve methodss dueto context
switch overheadandthe associatedacheand TLB missesshavn
by the top sectionof eachbar For the accessmethodsthat re-
quirethem,polling while waiting on acceleratocompletioncache
coherencections,DMA setup,andDMA transfersarethe same.
Kernel-to-usecopying overheadncurredby the userspacebuffer
methodrepresentshe non-trivial direct costfor ad hoc protection
checking. The protectioncheckingis the overheadhatis avoided

throughthe useof pre-mappedMA buffersor directmapping.

Thetime requiredto write datainto the acceleratoinput buffer
andsubsequentlyeaddataout of theacceleratoresultbuffer from
userspaceis the sourceof the greatestvariability acrossaccess
methods. The variability of the buffer readsand lls is dueto
the useof varyinglevels of indirection. The applicationis always
ling andreadingthe samevirtually-addresseduffer for all four
methodshowever, thosebuffersresidein differentplacesin phys-
ical memory For the device driver anduserspacedriver methods,
theinputandresultsbuffersarebothin the applications heaparea.
Thebene t of thistypeof allocationis thatthecorrespondingages
of the buffer sharedatawith otheroftenaccessedariables poten-
tially avoiding TLB misses.

Theresultsshav thatthelowest Il andreadtimesarefor thede-
vice driver anduserspacebuffer accessnethodshut theseaccess
methodgequireadditionalcopiesthatnegateary bene t. Theuser
mappedMA buffer methodavoidstheadditionalcopies put atthe
costof having potentiallyhigherTLB missratesasthecorrespond-
ing pagemay only be accessedvhenthe buffer is accessedThe
uncacheabléirect mappinghasthe worst performanceof all four
methodswe developandby fartheworstreadandwrite times. The
poorperformancef uncacheabldirectmappingss to beexpected
dueto the poor bus utilization andlong-latengy write operations.
Uncacheablaccessewould have evenworseperformancef each
of the dataelementsvereword-alignedsuchthateach32-bit read
andwrite only containeda singlepixel insteadof two pacledinto
a singleword. The cacheablalirect mappingyields the bestper
formancefor JPEGencodingdueto low buffer I andreadtimes,
avoiding extra copiesandohviating the needfor DMA setup.One
additionalbene t of cachingthe resultscomesfrom readsto the
resultbuffer pulling the entire eight-word cacheline into the pro-
cessorcacheon the rst access.A cacheline transferresultsin
low-lateng cachehits for theremainingwordson the cachdine.

The JPEGencodingcasestudy providesa concreteexampleof
our accessnodelsat work, the virtualizationthey provide, andthe
viability of sucha modelfor incorporatinghardware accelerators

The TLB replacemenstratgy doesnot favor more recentlyac-
cessedpagetable entriesand thereforedoesnot provide asmuch
gain on our platformasis possible but the gain could be substan-
tial on otherplatforms.



into applicationsrun on general-purpos@rocessors.We exam-
inetheoverheadsissociateavith eachmethodfor acceleratorshat
processa small, x ed amountof datapertransaction.We will re-
turn to the broaderimplicationsof theseresultsafter investigating
acceleratoaccessnethodswhenconsideringa variety of transfer
sizes.

4.2 Data Transfer Overhead

Eachof the accesanethodswe describeprovidesbene t to a
classof workloads. The JPEGexampleprovidesa single pointin
this designspaceusingour platform; howvever, the JPEGexample
doesnot provide the informationnecessaryo make generalstate-
mentsabouttheappropriatenessf theaccessnethoddor different
applicationspr even JPEGusingdifferenttransfersizesperaccel-
eratortransaction.We measurehe time requiredto transferdata
setsof varyingsizebetweertheapplicationrunningonthegeneral-
purposeprocessoandthe acceleratoframeavork in our modelto
providetheinformationnecessaryo bestmatchanapplicatiorwith
thecorrespondin@ptimalaccessnethod.

Figure5 shaws the numberof processoryclespertransaction
with the acceleratoframeawvork for eachof our four methods.The
resultscapturehecostassociatewvith call overheadanddatatrans-
fersby settingtheacceleratoexecutiontimeto zero. Threedistinct
regions are highlightedin the gure shaving whereuncacheable
directmapping,cacheabl@irectmapping,andusermappeddDMA
arethe optimal transfermethodfrom left to right, respectrely. A
smallpriceis paidfor unaligneddMA transactionsisingour setup
resultingin the oscillationseenin the gure for the DMA access
methods. For all transactionswith the acceleratotocal memory
exceedingl60 bytesin length, usermappedDMA is the lowest-
overheadiccessnethodonaper-call basis however, possiblestart-
up costsmustbe consideredvhenassessinghe bestsolutionfor a
particularapplication.We discusghetradeoffs below.

Uncacheablandcacheablelirectmappingmethodsarethe pre-
ferredmethodsfor small datatransfers. The uncacheablenethod
allows for datato bewritten directly to thelocal memoryof theac-
celeratorframenork, thusavoiding cachecoherencactions DMA
setup,and DMA transferoverhead. However, sucha methodis
inef cient for largertransfersand,evenfor asmallnumberof trans-
fers,hasahighperbytecostdueto thesystentall overhead Cache-
able direct mappingsprovide betterperbyte transfercostsabore
16 bytesby having betterbus utilization. Our currentplatformre-
quiresexplicit cachemanagemeninstructionsto beissueddueto
lack of cachecoherenceupportin the architecture Therefore the
adwantageof betterbus utilizationis notreapeduntil the ush cost
canbe amortized. Up to a certaintransfersize, direct mappingis
the optimal choicefor acceleratoaccesshowever, for larger data
transferspthermethodsmustbe explored.

DMA approachesre shavn to be betterfor larger datatrans-
fers, overlappingcomputationand communication. For transac-
tionswith datatransfergyreatetthan160bytes,usermappedMA
is the optimal choiceof dataaccessnethod. The costassociated
with DMA setupcachecoherencactions,andtheadditionalcopy
from a DMA-capablebuffer to the local storageof the accelerator
frameawork is overcomewith larger transfersizes. An addedben-
et of a DMA-basedapproacthis the opportunityto overlapmore
computatiorwith the transferof datafrom the DMA buffer to the
acceleratotocal memory UsermappeddMA providesthelowest
overheadfor applicationswith a given transferpro le, overhead
that continuesto becomea smallerfraction of overall accessost
asthetransferpertransactiorsizeis increased.

For no transactiorsizein the gure doesthe userspaceDMA
accessnethodhave thelowestoverhead The userspaceDMA ac-

cessmethodis still anoptimalmethodfor certainworkloads how-

ever, sinceit hasnoinitial startupcostassociatedvith it. While the
otherthreeaccessnethodsshavn in the gure have lower per-call

overheadthe gure doesnotre ect the high costassociatedvith

settingupamapping.As Tablel showvs, thememorymappingnec-
essanyinsidethelibrary APl initialization call of our modelhasan
overheadbntheorderof tensof thousandef processocycles.For

acceleratoaccessethatwill only be useda few numberof times
andcannotamortizethe costof initialization andunmappinguser
spaceDMA offersaviable solutionasit requireslow initial setup
cost.

4.3 Discussion

A key concerrfor softwaredeveloperds nding anefcient way
to represeninternaldatastructuregshatcanbe easilytransferedo
theacceleratorfor processingTheproces®f aggrgatingthedata
neededor atransactiorprior to relinquishingcontrolto the accel-
eratoris referredto asdatamarshaling In the JPEGcasestudywe
presentdatais alwaysaccessedh linearblocks. For casesvhere
theinputto theacceleratomustbeextractedfrom largerdatastruc-
turesor accessetlia pointerbasedlatastructuresextradatacopies
andpointerdereferencingvould berequired.As anotherexample,
we packtwo 16-bit valuesper transferfor the uncacheabldirect
mappingto provide best-casspeedupHowever, if the marshaling
is not performed,writes could be as small as one byte per trans-
fer resultingin at bestonly one-eighthof the bus bandwidthbeing
utilized. Answeringthe questionsof how datashouldbe laid out
andwhatarchitecturesupportshouldbe availableto achieve opti-
mal performancdor applicationsrun on our hybrid systemis left
for futurework.

Direct mappingcan be extendedto allow applicationsto have
more control over acceleratoractionsand reduceoverhead. The
systemcall interfacedevelopedin this work resultsin anoverhead
that can be removed by mappingcontrol registersinto the appli-
cation’s virtual addressspace. The tradeofs for suffering a small
performancedegradationby using a systemcall interfaceinstead
of directly mappingall acceleratoresourcesnto the application
arethe opportunityfor virtualizationby handingoff control deci-
sionsto HybridOS,well-de ned securityboundariedo protectthe
systemand acceleratorsrom maliciousor defectve entities,and
a simpli ed accesanodel. It is possibleto allow morecontrolto
be put into the userspacelibrary codeand still maintainprotec-
tion boundariesdy addinggreatercompleity to the design,but is
left for future work. Neverthelessthe encapsulatiomndabstrac-
tion providedby thelibrary call interfaceenableur programming
modelto remainconsistenevenasthespectrunof abstractiorev-
elsis explored. The accessnethodsexploredherealsoremainin-
tactastheresponsibilityfor acceleratomteractionsshiftsbetween
userspaceandkernelspace.

As hybrid systemworkloadsvary at runtime, so too mustthe
way the hybrid applicationsaccesghe acceleratoresources.We
have showvn that for differenttransfersizesand potentialnumber
of accessepersetup differentaccessnethodanustbe utilized for
the bestperformanceo be achieved. Eachaccessnethodhasan
arrayof tradeofs thatfurther complicateghe assignmenof appli-
cationsto accessnethods.For general-purposeapplicationgo be
built uponhybrid systemstheremustbe a meango allow for dy-
namicadaptatiorthattakesinto accountthe accessnethodtrade-
offs. Without the possibility of dynamicallymappingbetweenap-
plicationsandacceleratoaccessnethodsmultiprogrammingvork-
loadswill beunableto ef ciently andeffectively utilize hybrid sys-
tems.We presentsetof applicationandacceleratomterfaceshat
areusedby HybridOSthatwe have developedalongwith acharac-



Figure 5: Per-byte transfer costfor the accessnethods.

terizationof the methodghatcanbe usedasthe basisfor realizing
ahigh-performancadaptve hybrid system.

5. RELATED WORK

HybridOSpresentsa setof techniqueshatcanbeusedonawide
arrayof hardwareplatformsthatincorporategeneral-purpos€PUs
with coprocessorsPrevious work hasinvesticgatedan arrayof hy-
brid CPU/acceleratosystemg5-7,9,10,18,19,23]. Furthermore,
mary devicesthatintegratea CPUwith therecon gurablefabricof
anFPGAareavailablecommercially[1, 25].

Methodsfor providing accesgo datahave beeninvestigatedfor
CPU/acceleratoarchitectures.SCORE[7] usesthe conceptof a
con gurable memoryblock to link applicationsand accelerators
physically andstreambuffers asa mechanisnto corvey datalog-
ically. OneChip-9811] providesa mechanisnfor ensuringcon-
sisteng of datasharedby the acceleratoandthe general-purpose
processar Although both techniquesould be usedto implement
thelow-level memoryarchitectureof a systemrunningHybridOS,
HybridOSis meantto provide a greaterdegree of abstractiornto
suchmemoryaccessechniqueso allow for remappingso bedone
transparentlyto the acceleratedpplication. HybridOS also pro-
videsa differentdataaccessnodelthanwhat streambuffers pro-
vide, allowing for irregularaccessndpersistentiatathatmay not
beconsumedn FIFO orderaswith streams.

Previous work hasinvestigatedthe allocationof recon gurable
resourceso hardwarethreadg8]. HybridOSis notin itself a re-
con gurableresourcallocationmechanismbut asetof techniques
that allow for transparentemappingof the dataresourcesused
acrosssoftware and hardware threadsof execution. Providing a
consisteninterfaceto applicationsby leveragingvirtual memory
for recon gurabledevices [20] is adaptedfor usein HybridOS.
Furthermorea consistentview of systemresourceghat doesnot
deviate greatlyfrom currentpracticeshasthebene t of supportfor
existing toolsanddevelopmenttechniques An exampleof a simi-
lar modelusedto mapapplicationgo a CPU/acceleratorsysteare
presentedhn [14].

Threadednodelsfor recon gurablesystems[2,3] provide away
to encapsulatéhe stateof recon gurableacceleratorandtheir ex-
ecutionover time. Previous work hasfocusedon recon gurable
resourceallocationand schedulingfor multi-usermachineg22].
HybridOS extendsresourceallocationto the memorythat hosts

dataaccesseby therecon gurableacceleratorHybridOSis meant
to provide a consistentiew of the dataaccessedby the software
runningon the general-purpos€PU anddoesnotimposerequire-
mentson how thehardwaretaskis executed We leave investigation
of how HybridOScouldbeadaptedor usein athreadmodelto fu-

turework.

Using a platform similar to the one HybridOS is basedupon,
Nosevorthy [17] investigatesa variety of con gurationsdemon-
stratingthe needto map applicationsto appropriateénterconnects
andmemorienrecon gurableplatforms.In thehigh-performance
computingarenathere are examplesof userlevel accesamecha-
nismsto provide low-lateny accesdo sharedresourcesBlumrich
etal. have investigatedvirtualizationof device memoriesandpro-
tecteduserlevel interfacesin the context of high-speechetwork
devices[4]. Welshetal. look at hostingof device memoryin [21].
Memoryaccesgonsiderationspeci c to hybrid systemdesignare
investigatedin [11]. HybridOShbuilds on theseprevious works by
providing the meango do resourcaemappingransparentlyo the
applicationwhile still maintainingthe protectionguaranteesf an
OSmanagediesign.

6. CONCLUSION

We presentHybridOS and its datatransfermechanismsn the
contet of a protectedinterfacemodelfor recon gurableacceler
atorsattachedo general-purpos€PUs. We utilize an accelera-
tor framework thatintegratesrecon gurablehardwareaccelerators
into commonapplicationswith OS support. The completeHybri-
dOS platform decoupleshardware and software designto reduce
compleity andto enablethe adoptionof hybrid CPU/accelerator
architecturesand programingmodels. We provide both interfaces
to the HybridOSruntimefor applicationsusinga library call ap-
proach,andinterfacesfor the acceleratoto plug into our hybrid
CPU/acceleratomodel,usingour acceleratoframevork. Our ac-
celeratormodel allows for reducedcompleity by providing an
accessnodelfor acceleratorsvith which software developersare
comfortable.

We explore differentacceleratoaccessnethodor transferring
databetweenapplicationsrunningon the general-purposproces-
sor and the recon gurableaccelerators.We have found that the
mosteffective accessnethoddepend®n datatransfersizeandthe
numberof timesthe applicationwill usean accelerator It is our



goalto take theinsightsgainedfrom this studyof theaccessneth-
ods on our platform to enabletransparentdynamicallocationof
acceleratoresourcego applicationstherebyallowing HybridOS
to allocatethe mosteffective accessnethodat runtime.

Thecharacterizationf dataacces$n ourhybrid CPU/accelerator

HybridOS model will allow for the wider acceptancef recon-
gurable acceleratoarchitecturedy enablinga consistentibrary
API thatadaptgo dynamicworkloads.Having a setof application
interfacesandan acceleratoframeavork thatdecouplethe process
of applicationdevelopmentfrom acceleratodevelopments key to
the future succesof CPU/acceleratosystems. Our study of the
overheadassociateavith avariety of dataaccessnethodrovides
theinsightnecessarjor developingeffective CPU/acceleratosys-
tems. Furthermorethe framework, our HybridOSinterfaces,and
mostimportantly our experimentalresultsprovide the basisfor
systemghatincorporateecon gurableacceleratorith ageneral-

purposeprocessar
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