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Abstract

Modern processors perform dynamic scheduling to
achieve better utilization of execution resources. A sched-
ule created at run-time is often better than one created at
compile-time as it can dynamically adapt to specific events
encountered at execution-time. In this paper, we examine
some fundamental impediments to effective static schedul-
ing. More specifically, we examine the question of why
schedules generated quasi-dynamically by a low-level run-
time optimizer and executed on a statically scheduled ma-
chine perform worse than using a dynamically-scheduled ap-
proach. We observe that such schedules suffer because of
region boundaries and a skewed distribution of parallelism
towards the beginning of a region. To overcome these limi-
tations, we investigate a new concept, region slip, in which
the schedules of different statically-scheduled regions can be
interleaved in the processor issue queue to reduce the region
boundary effects that cause empty issue slots.

1 Introduction

Modern high-performance microprocessors incorporate
dynamic scheduling to achieve good performance for
multiple-issue implementations. A dynamic scheduler’s abil-
ity to schedule instructions continuously based on dynami-
cally variant conditions fuels its ability to effectively find par-
allel instructions. This ability, however, comes at the cost
of extra hardware complexity and energy expended per dy-
namic instruction. Static scheduling, alternatively, requires
less hardware complexity because the scheduling function is
incorporated into code generation. Static schedules, however,
are more susceptible to degradation in performance due to
variances in run-time behavior, such as load latencies and
control flow patterns.

A middle-ground approach is that of using a schedul-
ing dynamic optimizer, which does not continuously sched-
ule, but instead occasionally regenerates and reschedules re-
gions in order to adapt to phases in run-time behavior. De-
pending on the implementation of the dynamic optimizer,

newly formed and scheduled regions are added to the ad-
dress space (code cache) of the application [5, 15, 23, 26],
or into a hardware cache [4, 17]. Such a quasi-dynamic ap-
proach has the potential to achieve performance near that of
a fully-dynamic approach without requiring a high-frequency
instruction scheduler to be implemented in hardware.

In this paper, we examine the performance tradeoffs be-
tween the quasi-dynamic and fully-dynamic approaches to in-
struction scheduling. In our analysis, we quantify the factors
that impede the ability of the quasi-dynamic scheduler in find-
ing and scheduling parallel instructions. We find that region
boundaries, even with a sophisticated region formation tech-
nique, can significantly impede any non-dynamic schedule,
whereas they are mostly inconsequential for a fully-dynamic
schedule due to the continuous nature of the scheduling hard-
ware. Further, we find that the available parallelism in the
average scheduling region tapers towards its end; available
parallelism diminishes to about one on-path instruction per
issue slot. To assist a non-dynamic scheduling mechanism
(i.e., static or quasi-dynamic) in overcoming both impedi-
ments, we investigate the concept of region slip: a simple
hardware mechanism that allows parallel instructions in one
region to slip into a previous region as they are fetched and
decoded.

We apply the concept of region slip to a low-level dynamic
optimization framework called rePLay [21]. RePLay builds,
optimizes, and schedules large trace-based regions of code
that are stored in a trace cache. Using this framework, we
evaluate the performance of a mechanism that executes these
regions with and without slip, and compare it to that of a fully
dynamically-scheduled machine. We find that in the most
unconstrained scenario, region slip can improve the perfor-
mance of a quasi-dynamic schedule by an average of 26%
as measured on a combination of SPEC2000 and Windows-
based applications.

The remainder of the paper is organized as follows. In Sec-
tion 2, we provide a brief background on the concept of quasi-
dynamic scheduling and describe the framework components
used in this paper. Section 3 then compares the relative per-
formance of static, quasi-dynamic, and dynamic scheduling
within this framework, investigates the causes of these dif-
ferences, and illustrates possible sources for improvement to



the non-dynamic schemes. We present additional details on
the framework and configurations used to evaluate region slip
in Section 4. Section 5 provides an illustration of the region
slip concept as well as an evaluation of the performance of
the different scheduling techniques. Related work appears in
detail in Section 6, and Section 7 gives our conclusions.

2 Mechanismsfor Quasi-Dynamic Scheduling

The concept of dynamically generating a static schedule—
or quasi-dynamic scheduling—is not new. Quasi-dynamic
scheduling has appeared in various forms in various frame-
works. Software-based dynamic optimizers schedule instruc-
tions using a run-time software layer [5, 12, 23, 26] that mon-
itors execution to form and schedule regions based on hot-
spot activity. Hardware-based mechanisms can build static
schedules on regions of the dynamic instruction stream and
store them in a hardware cache such as a trace cache. The po-
tential for achieving performance similar to that of a dynamic
scheduler with reduced hardware costs and less energy per in-
struction has drawn the attention of many computer systems
designers.

In this section, we introduce quasi-dynamic scheduling in
the context of the rePLay Framework. This framework is
a low-level, hardware-based dynamic optimizer that builds
regions using a variant of dynamic trace scheduling. We
describe the pertinent characteristics of rePLay related to
scheduling and describe how region formation and schedul-
ing are done.

2.1 The rePLay Framework

The rePLay Framework is a set of microarchitectural
mechanisms that facilitate low-level, continuous dynamic op-
timization by providing hardware support to reduce over-
heads and increase optimization aggressiveness relative to
software optimization schemes. Figure 1 shows how the ele-
ments of rePLay are added to a standard execution pipeline.
The rePLay microarchitecture consists of (1) a frame con-
structor to build long regions of contiguous execution called
frames, (2) an optimization engine and scheduler that is effec-
tively a co-processor for optimizing and scheduling regions,
(3) a frame cache for caching these regions in the processor’s
fetch engine, and (4) a recovery mechanism in the pipeline to
support various forms of speculation within a frame.

The central concept of rePLay is the concept of the atomic
region, or frame. A frame is similar to a trace in a trace-
scheduling compiler [7] or a block in the Block-Structured
ISA [9, 14]. All control dependencies within a frame are
removed, ensuring that all instructions within the frame are
mutually control independent. In particular, either all in-
structions in a frame commit their results, or none of them
do. This atomicity facilitates both optimization and instruc-
tion scheduling, as instructions can be moved throughout the
frame within the confines of instruction dataflow.
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Figure 1. High-level block diagram of the re-
PLay Microarchitecture.

To remove control flow instructions within a frame,
rePLay’s frame constructor dynamically converts biased
branches into assertions, then merges sequences of con-
stituent basic blocks into frames. A frame is thus a sequence
of basic blocks in which all interior branches appear as asser-
tions (i.e., they are all biased). An assertion whose condition
is not true during frame execution triggers a hardware recov-
ery event that rolls back architectural state to the beginning of
the frame; subsequent instruction fetch occurs from the cor-
responding basic block in the original code. This restoration
capability implies that any state generated during frame exe-
cution must be buffered until all assertions within the frame
have executed successfully (not fired). Once all assertions
within a frame have been checked and all instructions have
been successfully executed, state changes generated within
the frame can be committed.

This atomicity enables the optimizer to make specula-
tive optimizations safely, with the speculated assumptions
enforced by assertions. Also, it enables a scheduler to ag-
gressively move instructions within a frame and speculate on
memory dependencies, with the hardware rollback providing
a safety net in case the speculation proves to be wrong. Pre-
vious work has shown that assertion rollback does not con-
tribute significantly to total execution time [6, 24].

Our prior work on rePLay has focused on region forma-
tion [22], dynamic optimization of Alpha binaries [6], and
dynamic optimization of x86 binaries [24]. This paper is our
first work on scheduling of frames.

2.2 Quasi-Dynamic Scheduling on Frames

The frame scheduler is the final phase of the rePLay dy-
namic optimization process. As mentioned, its ability to
move instructions is only limited by instruction dataflow. The
optimizer renames each incoming frame using the physical
register set of the machine. Because maximum frame size is
tied to the number of physical registers in the machine, regis-
ter name dependencies do not impede instruction scheduling.

To deal with memory dependencies, the scheduler uses the
memory dependence pattern of the most recent execution of



the frame. That is, an assumption is made that the same
memory instructions that are were dependent last time will
be dependent in the same way in the future (and likewise for
independence). If a dependence pattern differs during exe-
cution from the pattern speculated by the scheduler, rePLay
triggers frame rollback. In order to encode memory depen-
dence speculations into frame without requiring many extra
bits, we use two special forms of store instructions: a non-
forwarding store is a store past which loads have been moved,
and a non-conflicting store is a store past which stores have
been moved. Both types of stores trigger assertions if their
addresses conflict with any prior load (non-forwarding store)
or any prior store (non-conflicting store). When coupled with
the rePLay optimizer, which aggressively removes redundant
loads and stores, and forwards store data to loads via tempo-
rary registers, this dependence speculation mechanism works
remarkably well. While both special stores check conditions
that are broader than what needs to be checked, such a mecha-
nism requires less encoded information within a frame than a
precise mechanism that targets the specific speculations. For
example, Explicitly Parallel Instruction Computing (EPIC)
ISAs require that most speculated loads be represented in
their original program position.

The rePLay static scheduler used in this study is a list
scheduler similar to that described in [8]. The nodes of the
dependence graph are traversed in post-order, assigning each
node a weight of its execution latency plus the maximum of
its successors’” weights. A node’s weight indicates the num-
ber of cycles required to execute itself and all instructions in
the region that are dependent on the node, and thus is a mea-
sure of the node’s criticality. The selection mechanism works
similarly to a dynamic scheduler: it keeps a cycle counter,
and chooses available instructions up to a machine width of
instructions each cycle. The list scheduler differs from a dy-
namic scheduler in its use of decreasing weight rather than
instruction order to select instructions.

While the frame scheduling process of rePLay is repre-
sented as a block in the hardware, the actual implementation
might range from a purely hardware entity (such as that de-
scribed in [16]) to a programmable co-processor running a
software scheduler kernel. In this paper it is modeled as a
purely hardware structure.

To reduce the impact of empty issue slots (i.e., NOPs),
the frame scheduler denotes issue breaks and issue templates
using stop bits and template identifiers similar to the mecha-
nisms used by the 1A-64 ISA [11]. Stop bits denote instruc-
tion boundaries that must also be issue boundaries. Issue tem-
plates designate instruction dispersal patterns that allow an
instruction to be routed to the proper functional unit without
requiring excessive decoding and routing hardware.

With quasi-dynamic scheduling enabled within a rePLay-
enhanced microarchitecture, the execution pipeline performs
no code reordering. Instructions that are fetched from the
frame cache benefit from having been scheduled by the frame
scheduler, whereas instructions that arrive from the instruc-

tion cache (due to a miss in the frame cache) execute in pro-
gram order as defined in the static binary. As a point of ref-
erence, we note that the average frame coverage (i.e, the per-
centage of instructions originating from frames) is 81%, with
the average frame consisting of 21 instructions.

In the remainder of the paper, we present data derived us-
ing rePLay as a substrate. In particular, we are modeling an
x86 machine that creates frames of rePLay micro-operations
that are optimized, scheduled, and stored in the frame cache.
These micro-operations are RISC-like instructions to which
the original x86 instructions are directly translated. The par-
ticular details of the pipeline model we use for our experimen-
tation, along with the constraints of the rePLay components
of the pipeline, are presented in Section 4.

3 Performance | mpediments of Non-Dynamic
Scheduling

We begin our investigation of quasi-dynamic schedul-
ing by examining the factors that inhibit the quasi-dynamic
scheduler from attaining the performance of a dynamic
scheduler. By looking at the issue slot utilization of the
quasi-dynamic scheduler and attributing losses to one of three
categories, we find that region boundaries impede the static
schedule considerably. Furthermore, the amount of available
parallelism in a region tapers towards the end. Both factors
motivate our design of region slip, which we present in Sec-
tion 5.

3.1 Quantifying Issue Stage Losses

We start by presenting the overall performance of a ma-
chine that performs quasi-dynamic scheduling and compar-
ing it to that of a dynamically scheduled machine. Table 1
presents the total execution cycles for traces from ten bench-
marks (their normalized execution times are in parenthe-
ses) of (1) unscheduled code running on a statically sched-
uled machine, with no code reordering whatsoever, (2) a
quasi-dynamic configuration, i.e., a machine where the re-
PLay list scheduler reschedules frames, and a (3) dynamically
scheduled configuration. All three machines use the same
underlying execution model: an 8-wide, 14-stage pipeline
with the rePLay mechanism creating and optimizing frames.
The non-dynamic configurations (unscheduled and quasi-
dynamic) use a pipeline that stalls-on-use: that is, issue is
stalled whenever any instruction cannot execute because of
unavailable input operands.

The data in the table clearly demonstrate the power
of dynamic scheduling. While quasi-dynamic scheduling
helps improve the performance of a static machine over not
scheduling at all, it still under-performs the fully-dynamic sit-
uation by more than a factor of two.

Why is the quasi-dynamic scheduler is not able to reach
the level of performance of the dynamic scheduler? One rea-



Benchmark Static Quasi-Dynamic | Dynamic
(UN) (QD) (DYN)
bzip2 59M (100) 26M (44) 14M (24)
eon 58M (100) 37M (64) 21M (36)
parser 61M (100) 41M (67) 30M (49)
twolf 68M (100) 53M (78) 34M (50)
vortex 63M (100) 46M (73) 23M (37)
access 327M (100) 205M (63) 142M (43)
excel 419M (100) 302M (72) 225M (54)
Itsnts 324M (100) 274M (85) 162M (50)
pshop 240M (100) 134M (56) 83M (35)
pwrpnt 392M (100) 322M (82) 225M (57)

Table 1. Execution cycles of various bench-
marks on three configurations: one where
no scheduling is performed whatsoever, one
where frames are scheduled and cached, and
one that performs dynamic scheduling. In
parentheses are normalized execution times.

son is that frames (rePLay scheduling regions), while cover-
ing nearly 81% of the instruction stream, do not cover the
entire stream. For example, a frame cache miss causes a
fetch from the instruction cache. Some instructions are out-
side the scope of the scheduler. Yet, because of the level of
frame coverage provided is sufficiently high, this effect is not
large enough to account for the difference in observed perfor-
mance.

We investigate this question by examining issue slot uti-
lization of the three configurations. For every execution cy-
cle, we ask the question: why is there less than full issue? For
example, if five instructions are issued in a particular cycle
(we can issue eight instructions to a set of uniform execution
units), we determine why a sixth could not be added. De-
pending on the situation, we attribute the three unused issue
slots to one of the following three categories.

1. NolInstructions- There were no remaining instructions
in the issue buffer. Misses in the icache and branch mis-
predictions cause this.

2. Instruction Dependence - The next instruction to be is-
sued was dependent on another issuing in the same cy-
cle, or one that had not completed execution. We also
attribute any issue stalls due to data cache misses here.

3. Region Boundary - In the non-dynamically scheduled
pipelines, frame boundaries and basic block bound-
aries form barriers across which instructions cannot be
moved. In other words, a branch instruction terminates
issue. Any issue slots unused because of a branch are
attributed to this category.

The data in Figure 2 show the percentage of total empty
issue slots relative to the unscheduled configuration for each

Percentage of Total Empty Issue Slots

O Boundary BDependency ONo Instructions

Figure 2. A breakdown and comparison of is-
sue termination conditions.

benchmark on the three machine configurations: unsched-
uled (UN), quasi-dynamic (QD), and dynamic (DYN). Ex-
amining the bzip2 benchmark, for example, we notice that
the quasi-dynamic configuration has approximately one third
as many empty issue slots as the unscheduled configuration.
The dynamically scheduled configuration has approximately
one quarter as many empty slots as the unscheduled case.

Before proceeding, we note that the height of each bar on
this figure is not a direct measure of performance, but rather
a measure of unused issue slots (i.e., ExecutionCycles x
IssueWidth — DynamicInstructionCount).

From the figure, we make several general observations.
Our first observation involves lost issue slots due to re-
gion boundaries. Even though the rePLay frame construc-
tion mechanism is converting a significant number of con-
ditional branches into assertions and forming long regions
(the median dynamic frame length is 21 instructions), re-
gion boundaries still form a significant barrier for statically-
scheduled code. This fact can be seen in the unused issues
slots due to region boundaries for the unscheduled and quasi-
dynamic configurations. For the fully-dynamic scheduler, re-
gion boundaries are not an impediment to issue, as the dy-
namic scheduler continuously evaluates and resolves dataflow
dependencies, even across control flow. Region formation is a
central issue when dealing with static scheduling of code. We
again note that our region formation mechanism (frame con-
struction) delimits frames at unbiased branches and is able
to remove a sizeable amount of control flow by converting
branches into assertions. Predication can be employed to fill
unused issue slots with alternate path instructions and par-
tially mitigate the effects of region boundaries.

Our second observation is on the losses due to instruc-
tion dependences. In moving from the unscheduled config-
uration to the quasi-dynamically scheduled, the only differ-



ence is the use of a list scheduler to pre-schedule frames.
The list scheduler provides a significant benefit: it is able
to reduce losses due to dependencies by finding other par-
allel instructions within a frame to fill otherwise empty issue
slots. Itis also able to reduce the impact of region boundaries,
by again packing a schedule more tightly so that a frame-
ending branch potentially has fewer empty slots in its issue
cycle. But despite this, the list scheduler is not able to deal
with dependencies nearly as well as the dynamic scheduler
on several benchmarks (i.e., bzip2). The dynamic scheduler
often has a larger pool of instructions from which to extract
parallelism. The dynamic branch predictor, when correct,
can feed the dynamic scheduler with multiple frames worth
of instructions. We again note that because of the dynamic
and cached nature of rePLay frames, not all instructions are
within the scope of the list scheduler. Frame cache misses
cause instructions to be fetched from the instruction cache,
and these instructions are not scheduled. We make a final note
on this observation: clearly, because scheduling is a heuristic-
based activity, our scheduler could be operating in a far-from-
optimal mode. In Section 5, we examine a bound on our list-
scheduling by examining the effect of using a dynamic sched-
uler to re-schedule a frame at execution time. We argue that
this approach provides insight on the performance of an ideal
region-based scheduler.

Based on the data in Figure 2, we conclude that quasi-
dynamic scheduling can significantly reduce the impact of
instruction dependencies and region boundaries, but there is
still headway to be made. Later in the paper, we introduce
the notion of region slip. Region slip allows some of the re-
strictions imposed by boundaries to be overcome by allowing
the static schedules of two regions to overlap while retain-
ing relatively simple issue hardware compared to a dynamic
scheduler.

3.2 Instruction Level Parallelism within a Frame

Next we examine the shape of parallelism within a
scheduling region. Figure 3 shows the average number of
instructions per cycle that the list scheduler is capable of
scheduling on the average frame. The horizontal axis rep-
resents a schedule’s potential execution time, divided into
tenths. The vertical axis represents the average number of
instructions that can be executed within that decile. The fig-
ure clearly shows that parallelism within the average frame
tapers towards the end. This profile is consistent over a
variety of frame sizes: data in this figure are aggregated
over all (static) frames, but the same measurement on only
large frames—of five cycles or more when quasi-dynamically
scheduled—produces nearly identical results.

This distinct parallelism profile shape can be attributed to
a number of phenomena working in conjunction. The trend
that most frames contain one long critical dependence chain,
with most of the other instructions being largely independent,
is aggravated by optimizations in the rePLay optimization en-

Instructions Scheduled Per Cycle
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Figure 3. Parallelism in scheduled regions plot-
ted as a function of potential execution time.

gine such as dead code elimination, reassociation, and com-
mon subexpression elimination. Also, given that x86 has 32-
bit displacements, loads to resolved addresses have no reg-
ister dependencies, and thus are hoisted to the beginning of
the schedule. Likewise, most stack manipulation code (a sig-
nificant percentage of the dynamic instruction stream in x86)
can be hoisted as high as the stack pointer calculation per-
mits. Nonetheless, we still believe that the tapering effect is
an inherent property of code, applicable to machine config-
urations other than x86/rePLay. From our experience, many
regions operate on many input values to produce relatively
few final output values.

With the knowledge that instruction dependence and re-
gion boundaries are major contributors to the total number of
empty issue slots (together summing to 63%), and with the
understanding that instruction level parallelism with rePLay
regions tapers towards the end, it would clearly be benefi-
cial to overlap the schedules of frames. This overlap would
allow for removal of the region boundary and increase the in-
struction level parallelism in the combined region which in
turn results in fewer empty issue slots. We call the concept
of allowing one static frame schedule to overlap with another
region slip.

4 Experimental Infrastructure

In this section, we describe the experimental setup used
to perform the quantifications in this paper. First, we de-
scribe our trace-driven simulation environment based on the
x86 Instruction Set Architecture, which consists of three com-
ponents: the Micro-Op Injector, the Timing Model, and the
rePLay Engine. Finally, we describe the experimental work-
load set.



4.1 Micro-Op Injector

The Micro-Op Injector consists of a trace reader that reads
x86 trace files off disk and an x86-to-rePLay micro-operation
translator.

The trace reader inputs and disassembles the raw instruc-
tion data from a hardware-generated trace file. The trace
files were generated on a Windows NT-based platform, and
were provided by AMD. Each trace record contains instruc-
tion data, register state changes, memory transactions, and
interrupt information for each x86 instruction throughout a
span of execution of an application. All instructions were
traced, including system instructions. Each trace represents
a particular “hot spot.” That is, it is the dynamic trace of a
code segment that ultimately accounts for a large amount of
execution time.

The second stage of the Micro-Op Injector is the transla-
tor. The role of the translator is to translate x86 instructions
directly into the rePLay micro-operation format. We refer
to this internal format as the rePLay ISA. Since x86 micro-
operation formats and x86-to-micro-operation decode flows
of real implementations are kept proprietary, we modeled our
ISA to be close to a generic RISC ISA (it is based loosely
on the Alpha ISA). Our decode flows are fairly efficient, and
overall we attain an average micro-operation-to-x86 instruc-
tion ratio of 1.4, which is close to our estimates of what is
achieved on real x86 implementations.

Our simulation environment has limited wrong-path sup-
port (wrong-path behavior is only modeled on asserting
frames). While the use of trace-driven simulation can be crit-
icized for its lack of wrong-path effects, traces allow us to in-
clude the effects of interrupts, system calls, and dynamically-
linked libraries. We use the information contained in the trace
to validate our execution environment and to handle very rare
x86 instructions that might otherwise require substantial ef-
fort to implement (for example, modifiers of segment descrip-
tors, call gates, etc.). On such instructions, we serialize the
processor pipeline, and use the trace to synchronize archi-
tectural state. Such complex instructions account for a very
small portion of the dynamic instruction stream (less than
0.05%).

4.2 Timing Model

We model a base microarchitecture with 8-wide fetch, is-
sue, and retire (the width refers to micro-operations). In our
pipeline, there are 14 cycles between the fetch of a branch
and the earliest possible point of its execution. Load hits take
a total of two cycles.

Because the pipeline is deep, for the dynamically sched-
uled configuration we model speculative wakeup/scheduling
that occasionally requires instructions to be rescheduled if
a result is not ready when expected. The dynamic schedul-
ing window is 512 micro-operations (again, only for the dy-
namically scheduled configuration). The statically scheduled

Pipeline | 8-wide fetch/issue/retire

14 cycles (min) for BR resolution

Issue Buffer | 512 micro-operations

ExeUnits | 8 Simple ALU

8 Complex ALU

8 FPUs

Frame Cache | 16k micro-operations

(approximately 64kB)

L1 DCache | 32kB, 2 cycle hit

8 read and 8 write ports

L2 Cache | 512kB, 10 cycle hit
Memory | 50 cycles

Table 2. Processor configuration.

and quasi-dynamically scheduled configurations use a stall-
on-use model that stalls issue whenever an instruction is not
ready. The various properties of the processor appear in Ta-
ble 2. By default, all configurations use register renaming. In
later sections we report the effects of turning off renaming in
the context of region slip.

In order to isolate the effects of scheduling from the arti-
facts of resource constraints, our pipeline has enough func-
tional units and enough data cache ports to issue eight in-
structions of arbitrary type each cycle. While this simplifies
our analysis, this optimistic configuration favors to some de-
gree dynamic scheduling over static scheduling. The dynamic
mechanism is able to find parallel instructions more effec-
tively than the non-dynamic configurations. This effect also
favors the slip configurations that we present in the next sec-
tion. In other words, if the machine were more constrained
on resources, the relative benefits of dynamic scheduling,
or quasi-dynamic scheduling with slip, would likely be de-
creased.

The experiments that we report in the following section
are based on a rePLay processor configuration consisting
of a large frame cache that can store 16k micro-operations
(approximately equivalent to 64kB of storage space) and a
32kB ICache.

When fetching from the ICache, the maximum rate
through the x86 decoder is four x86 instructions per cycle
(up to eight micro-operations). The rePLay frame construc-
tor creates frames of a maximum of 256 micro-operations and
a minimum of 8 micro-operations, with no constraint on the
number of assertions per frame.

4.3 rePLay Engine

The last major component in the simulation environment
is the rePLay Engine. Retired micro-operations from the pro-
cessor pipeline flow into the frame constructor, which dynam-
ically synthesizes long regions of code into atomic frames.
Optimizations and list scheduling are then applied to these



Type of Total x86
Name App. Insts.

bzip2 | SPECInt 50M

eon | SPECInt 50M

parser | SPECInt 50M
twolf | SPECInt 50M
vortex | SPECInt 50M
Access | WinStone | 200M
Excel | WinStone | 300M
LotusNotes | WinStone | 200M
PhotoShop | WinStone | 200M
Powerpoint | WinStone | 200M

Table 3. Experimental workload.

frames before they are deposited into the frame cache. We
model the timing of optimization and scheduling abstractly
in this study—each frame takes 10 cycles per instruction to
optimize and schedule, and the optimizer/scheduler can only
operate upon one frame at a time.

4.4 Benchmarks

Our selection of benchmarks was driven primarily by
availability. AMD graciously provided a set of traces, from
which we selected the application set listed in Table 3. For
this study, we used 5 traces of execution from the SPEC2000
benchmark suite and 5 desktop applications (all of which
were executed as part of the WinStone benchmark).

5 Enhancing Quasi-Dynamic Schedules

The data presented in Section 3 show that (1) region
boundaries impede issue slot utilization with a quasi-dynamic
scheduler and (2) available parallelism tapers near the end
of a region. In order to abate these effects, we propose a
microarchitectural enhancement to allow region schedules to
overlap, a concept we call region slip. Region slip effectively
softens the region boundary by allowing ready instructions to
fill a previous region’s empty issue slots.

5.1 Hardware Description

In our model, the issue buffer is a FIFO that is as wide
as the number of functional units. New instructions arriving
from decode are written only into the issue buffer slot indi-
cated by the tail pointer of the buffer. This scheme was first
proposed in [1].

With region slip, this restriction is removed. Rather than
writing to the tail pointer of the buffer, instructions can be
written into any location in the buffer so long as (1) the neces-
sary live-outs from the previous region have been generated,

Without Slip With Slip

I'ssue Buffer I'ssue Buffer
2 21[17]16]1a] 2] o [ ] [xo]ms]1a]2
2 18| [15[13]10 LOM 20| [15[13]10
19 1 2] |w| |1
20 18 9

Figure 4. Issue buffer without and with region
slip.

i
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and (2) within a given region, all of the instructions issue in
program order.

Figure 4 shows a processor issue buffer, with and without
slip. The column of instructions on the left of each diagram
represents the instructions entering the issue buffer. The head
of the issue buffer is on the right. Each shade represents a
frame, and each number represents an instruction. For ex-
ample, instructions nine through sixteen constitute a frame.
Without slip, it is obvious that the tapering effect of frame
parallelism, coupled with frame boundaries, cause unneces-
sary empty issue slots. In a machine with slip, two frames’
schedules are allowed to overlap, thus attaining a more com-
pressed schedule. As can be seen in the figure, each frame’s
instructions are still in order, all we have done is overlapped
schedules.

As denoted in Figure 4, region slip also requires a table
lookup into a Live-Out Map (LOM) for each instruction’s
sources prior to insertion into the issue buffer. The LOM con-
tains a mapping from live-out registers to issue buffer entries.
Within a region, program correctness is guaranteed by in-
order issue. Across region boundaries, the LOM is the means
for guaranteeing that dataflow order is preserved.

An instruction’s earliest possible issue slot is thus deter-
mined by the later of its intra-region predecessor (to main-
tain program order within a region) and its parents (to main-
tain correctness). Once an instruction has acquired an issue
buffer slot, it must then update the LOM entry for its desti-
nation. Every issue cycle, any LOM entry that maps to the
head pointer of the issue buffer is invalidated: all instructions
in that slot have been issued to the execution units.

On a machine without renaming or memory dependence
speculation support, name dependencies and possible mem-
ory dependencies must also be considered. They can be han-
dled similarly to the way the LOM ensures correct dataflow
order with respect to live-outs of regions. In all region slip
configurations evaluated in this section, no inter-frame mem-
ory dependence speculation is performed. That is, no mem-
ory instruction is able to move ahead of the last potentially
conflicting memory operation in the previous region.

Finally, at insertion-time, arbitration must be performed to
ensure that (1) two instructions do not simultaneously attempt
to write into the same instruction slot within an issue slot and
(2) that an instruction does not attempt to write into an issue
slot that has no available instruction slots. The latter can be
done by maintaining a bit vector of available instruction slots
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Figure 5. Execution time of region slip relative
to a non-slip configuration, a “perfect” region
scheduler, and the dynamic scheduler.

that mimics the FIFO structure of the issue buffer.

This type of hardware-queue based scheduling mechanism
is easier to run at high frequencies because of the localized
nature of the issue decisions. Similar queue-based schedulers
for reducing the complexity of dynamic schedulers have been
proposed in the recent past [1, 2, 20]. All of these schemes
are attractive because of the complexity-performance trade-
offs they enable. With our slip-based design, the most com-
plex additional hardware is that of inserting instructions into
the issue queue, and it is largely localized to information con-
tained in the LOM, the head and tail pointers of the issue
gueue, and the mechanism for arbitration. Issue buffer inser-
tion can be pipelined over multiple cycles if necessary.

5.2 Performance Analysis

In order to assess region slip’s performance benefit,
four machine configurations were modeled: quasi-dynamic
(QD), “perfect” quasi-dynamic scheduling (PQD), region
slip (SLIP), and fully dynamic (DY N). The “perfect” quasi-
dynamic scheduler allows regions to be dynamically sched-
uled, but forces regions to issue in-order with respect to each
other. This technique shows the performance attainable if the
dependence portion of Figure 2 is minimized by the near-
perfect ordering of instructions within regions. Here we make
the leap that the greedy, oldest-first heuristic of a dynamic
scheduler achieves nearly perfect local scheduling.

In Figure 5, the top of the darker upper segment of each
bar is the unscheduled performance, while the lower segment
is the performance with the list scheduler. Thus, the upper
segment on QD is the same as the UN configuration in Fig-
ure 2. As one can see from the figure, region slip achieves
significantly better performance than quasi-dynamic schedul-
ing, and achieves comparable performance to “perfect” quasi-
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Table 4. Reduction in empty issue slots with
region slip enabled SPECInt benchmarks.

access | excel | ltsnts | pshop | pwrpnt
20% | 19% | 20% | 21% 17%

Table 5. Reduction in empty issue slots with
region slip enabled WinStone benchmarks.

dynamic scheduling. In the dynamic configurations, the list
scheduler had a negligible effect on the number of cycles.
Overall, we observe that the use of region slip can reduce
the execution cycles of a quasi-dynamic scheduler by 26%.
While not shown on the figure, a region slip with renam-
ing improves performance over region slip without renaming
baseline by 2%.

It is also interesting to note that list scheduling improved
the performance of the DYN configuration by 9%. This is due
to the fact that the list scheduler can analyze the entire frame
at once, and optimize the order in which it is fetched.

To further analyze the benefit of region slip, we examine
issue slot utilization. In Table 4 and Table 5, we present the
portion of empty issue slots present in a quasi-dynamically
scheduled model that were filled with useful instructions by
enabling region slip. On average, region slip manages to fill
24% of the unused issue slots in the quasi-dynamic model.

6 Rdated Work

In the broad category of alternative schedulers, there have
been many published works acknowledging that the scalabil-
ity of the issue logic used in current out-of-order processors
will be an impediment to wider issue and higher frequency
in the future [1, 2, 18, 20, 25]. Until now, solutions to this
problem have focused on replacing the critical issue logic of
the out-of-order machine with something more scalable. Our
work focuses on placing the burden of dynamic scheduling to
an offline dynamic scheduler and using only minimal hard-
ware support to overlap multiple static schedules.

The work presented here compares the performance of
statically scheduled machines with that of dynamically sched-
uled machines. Previous work on this topic [3] compared
in-order execution with out-of-order execution. Their re-
sults differ significantly from those presented here. They
present a less severe degradation on performance for the stat-
ically scheduled machine when compared with a dynamically
scheduled one. This difference can be attributed to three
sources: (1) their optimizations involved superblock schedul-



ing (2) we use less constrained functional units in order to
isolate the scheduler, and (3) the underlying experimental ar-
chitectures are drastically different.

The goals of this work are similar in nature to the research
on advanced compiler techniques applied to statically sched-
uled processors [7, 10, 13]. These compiler optimizations
schemes are complimentary to region slip. Although the work
presented here assumed that the region formation scheme was
derived from rePLay, it could also be derived from an ad-
vanced compiler algorithm such as trace, superblock, or hy-
perblock scheduling.

Our implementation of region slip resembles some recent
research on hardware scheduling [16]. In [16], a data-flow
pre-scheduler is proposed that acts as a filter before the issue
stage in a dynamically scheduled processor. Its purpose is to
forward instructions to issue based on their predicted ready
times instead of their sequential order. This filter relieves the
pressure on the critical issue logic allowing a smaller issue
stage to effectively have a much larger instruction window.
The work presented here is aimed at improving the schedul-
ing of instructions with hardware that is off of the critical
path, and the issue mechanism is still mostly in-order. The
implementation of region slip is effectively a limited version
of a data-flow pre-scheduler.

An example of a software approach to quasi-dynamic
scheduling is the code-morphing system of the Transmeta
Crusoe processor [12]. In the Transmeta system, run-time
software monitors execution and generates scheduled ver-
sions of frequently executed blocks.

Perhaps the most similar existing work is the Weld archi-
tecture [19], which is a technique for achieving high single-
program performance on a multi-threaded machine. The
compiler is responsible for threading the program by insert-
ing bork (branch and fork) instructions to spawn new thread
contexts. An operation welder in the decode stage merges
the schedules of multiple current thread contexts. There are
a number of differences between this work and Weld. First,
Weld assumes a multi-threaded substrate machine, while re-
gion slip attempts to improve performance on single-threaded
machines. More importantly, Weld places borks in a static
compiler. Because region slip is a hardware technique, it
leverages the machine’s branch predictor in deciding which
regions to overlap. This results in fewer rollbacks due to slip-
ping wrong path instructions.

7 Conclusion

Current high-performance machines dynamically sched-
ule instructions in order to extract a large amount of ILP at a
large cost in hardware resources. On the other hand, statically
scheduled machines rely completely on the compiler to deter-
mine a good instruction ordering, thus simplifying the execu-
tion datapath. Unfortunately, the lack of run-time information
such as control flow paths and load latencies usually make a

static schedule worse than that of a dynamically-scheduled
machine.

This paper analyzed a framework for effective quasi-
dynamic scheduling, in which a scheduler is placed between
a dynamic optimizer and its code cache. This approach
achieves some of the benefit of dynamic scheduling by lever-
aging the underlying framework’s ability to adapt to changes
in control flow paths, while removing the need for scheduling
capabilities on the execution datapath.

The relative performance of quasi-dynamic scheduling
versus that of unscheduled and fully dynamically scheduled
code was assessed, and was found to reduce the execution la-
tency of unscheduled code by an average of 28% over a mix
of SPECInt and WinStone benchmarks. The main causes for
the reduced amount of ILP extracted by the unscheduled con-
figuration were also investigated. It was found that even with
lengthy instruction regions, region boundaries still proved to
be a major contributor of unused issue slots. In addition,
it was shown that a traditional list scheduler is incapable of
maintaining high ILP, as available parallelism tapers towards
the end of the average region.

Both of these parallelism inhibitors described above moti-
vate the concept of region slip, in which one region’s instruc-
tions are capable of occupying another region’s empty issue
slots, assuming that the instructions are parallel. A analysis
of region slip found that it is capable of filling 24% of the
empty issue slots of a quasi-dynamically scheduled machine,
and increasing performance by 26%.

In closing, this paper demonstrates that region boundaries
are a significant impediment to attaining high performance in
statically scheduled and quasi-dynamically scheduled archi-
tectures. The use of region slip drastically reduces boundary
effects, while maintaining issue hardware that is significantly
simpler than that of dynamic scheduling.
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