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Readings for this Lecture:

1. “Exploiting ILP in Page-based Intelligent Memory” by Mark Oskin, Justin
Hensley, Diana Keen, Grederic T. Chong, Matthew Farrens, and Aneet Chopra.

2. “Active Page Architectures for Media Processing” by Justin Hensley, Mark
Oskin, Diana Keen, Lucian-Vlad Lita, and Frederic T. Chong.

3. “Automatic Code Mapping on an Intelligent Memory Architecture”  by Yan
Solihin, Jaejin Lee, and Joseph Torrellas.  Appeared in the IEEE Transactions
on Computers, Special Issue on High Performance Memory Systems,
November 2001.

Lecture Summary:

In this lecture, we examined the different types of processors that could be used in
the Processor-In-Memory architecture.  We then compared some of these
processors using different programs.  Finally, we looked at the architecture in
general to find a way of compiling for such an architecture to optimize the
hardware.

Active Page Architecture:

The idea behind Active Page Architecture is to put multiple processors on a single
memory chip.  Each DRAM page inside the memory would have a processor.  The
first paper examined the feasibility of using different types of processors in the
memory module.  

Reconfigurable Logic (FPGA-RAM):

The highly customizable attributes of reconfigurable logic make this a popular
choice.  It has been shown that Active Pages require relatively simple logic
implementation.  The suggested FPGA would consist of 256 logic elements in an
area of less than 256K transistors.  One of the largest benefits of the FPGA is its
ability to be customizable.  This would allow a conventional processor to be
matched with a unconvential PIM.  One of the drawbacks of the FPGA-RAM is its
lack of compiler support.  However, since reconfigurable logic is in its infancy,



that is likely to improve and make this a viable option.

Scalar Processor (Scalar-RAM):

This is a small RISC processor.  It is single-issue, has a reduced instruction set,
and does not execute operations out of order.  This processor was implemented
using 22 instructions.  It does not include support for floating point operations.
This is likely to be the smallest design, using the least amount of power.

Multiple-issue VLIW (VLIW-RAM):

The VLIW design takes advantage of instruction level parallelism.  A 2-wide, 4-
wide, and 8-wide version were studied for possible implementation.  Some of the
advantages of the VLIW processor included its ability to perform operations in
parallel, while exhibiting power and area characteristics similar to the Scalar-
RAM.

Overall Performance:

All 3 PIM configurations were able to outperform conventional memory.  The
question asked here is which configuration is able to perform the best on the
widest variety of applications.  Figure 1 shows the performance of the 3
configurations relative to a normalized FPGA configuration.  In most cases,
reconfigurable logic was able to at least perform as well as the others.  However,
there were some exceptions such as MMX where a high level of Instruction Level
Parallelism (ILP) was able to boost the 4-wide and 8-wide VLIW processor
noticeably above the others.   

Figure 1 credit:Exploiting ILP in Page-Based Intelligent Memory by Mark Oskin et al.



Performance VS Power and Area:

One concern about PIM is the performance of RAM when it heats up.  In order for
a chip to remain cool with minimal amounts of cooling, it must be held at low
power.  Figure 2 shows the performance per power.  Except in the case where the
reconfigurable logic was able to attain large performance gains, it was the worst
this measure.  This leads to the conclusion that the FPGA-RAM may not be the
best possible choice for all PIM configurations.  One way the VLIW-RAM was
able to conserve power was its 2-stage pipeline.  With a 2-stage pipeline,
forwarding is not necessary.  Since they were using a 2-stage pipeline, they were
also able to fetch down every path.  For example, the 4-wide VLIW allows for up
to 3 branches for every 4 instructions.  This property ensures that the processor
will miss in the I-fetch stage only when all 4 instructions are branches.  In most
cases, the VLIW-RAM was the winner in performance/power.  In programs with a
low level of ILP, the Scalar-RAM was able to outperform all the options.  For
Laptops, or other power-restrictive systems, the VLIW-RAM would be the correct
choice.

Figure 2 credit:Exploiting ILP in Page-Based Intelligent Memory by Mark Oskin et al.

Another design consideration for Processor-In-Memory is Area.  Since DRAM
and logic manufacturing technology do not allow for seamless integration, area
must be sacrificed in order to build logic onto a DRAM chip.  This limits the
amount of area available to the designer.  However, since user demand for more
memory is growing at a slower rate than the DRAM industry's ability to provide
memory, the problem should go away over time.  Figure 3 shows the performance
per unit area.  In this case, VLIW-RAM dominated on almost every program.  



Figure 2 credit:Exploiting ILP in Page-Based Intelligent Memory by Mark Oskin et al.

PIM for Media applications:

In this study, we compared the ability of a VLIW-PIM and a Vector-PIM.  The
VLIW-RAM is a 4-wide VLIW with a 512 byte data cache and 1024 byte
instruction cache.  The Vector-PIM uses 4 32 entry, 32 bit vector registers.  It has
a 512 byte data cache, and 512 byte instruction cache.  The intention of this study
was to determine if a 4-wide VLIW processor would be sufficient for media
applications.  

Programs tested:

MMX Kernel Operation:

MMX instructions are instructions that were added to the x86 processor family to
allow for variable length, simple vector operations.  In this application, both PIM
configurations were able to perform well.  The maximum performance that is
allowed from the memory is 1.5 cycles/operation.  In this test, the VLIW-PIM was
able to achieve 2.12 cycles/operation.  The Vector-PIM had some difficulties
initially with this test, but after fixing some problems with the code and the cache,
it was able to achieve 2.59 cycles/operation.  With unmodified code, the Vector-
PIM performed at 39.56 cycles/operation.

Image Median Filtering:

This program filters an image to remove uniform defects.  In this program, we
found that the vector processor was not large enough to handle it.  Initially, the
VLIW-PIM performed at 27.5 cycles/operation, and the Vector-PIM came in at



49.5 cycles/operation.  After further analyze, it was found that in order for the
Vector-PIM to perform similar to the VLIW-PIM, the number of vector registers
would have to be increased from 4 to 9.  It would also have to be modified to
include a second write port.  When these modifications were made, the
cycles/operation dropped to 22.8.  However, if the additional area improving the
Vector-PIM was added to the VLIW-PIM in the form of extra data cache size, the
VLIW would outperform the Vector-PIM.

Scanline Z-Buffering:

Here we are running a program that helps remove hidden surfaces in three-
dimensional graphics rendering.  In this program, the VLIW-PIM was able to
outperform the Vector-PIM.  This was due to the control dependencies that were
not statically predictable.  This allowed the VLIW-PIM to schedule available
functional units while the vector unit had to revert to the on board scalar
processor.  

Media conclusion:

In most cases, the VLIW-PIM was able to perform better than the Vector-PIM.
Since the VLIW-PIM was also a top performer in the performance vs power and
performance vs area, it appears that it could be a top contender in the Intelligent
RAM field.

Automatic Code Mapping:

The purpose of Automatic Code Mapping is to partition the code to run on two
separate processors.  One is a powerful main processor that would be able to run
calculation intensive code (P.host).  The other processor is a less powerful one that
resides on the DRAM for code that requires memory intensive operations
(P.mem).  In this case, only one processor was considered on the DRAM, although
in reality this would be many processors spread across different pages in the
DRAM.  The goal of this design is to have the compiler divide the code into
modules.  These modules would then be run in a way to minimize the total amount
of time that the program needs to execute.

Data Coherence:

The processors communicate over a standard memory bus.  Since the two
processors are running separately, the data contained in the two caches will
become inconsistent.  To ensure consistency, whenever P.mem is about to start a
module, P.host will write-back to memory all the dirty lines that will be used by
P.mem in its module.  This ensures that P.mem will have the correct data to



operate on.  Before P.host starts execution on a module, it will invalidate all the
lines in its cache that may have been modified by P.mem in any previous sections.
This ensures that P.host will be operating on valid data.  Using this consistency
model, to transfer operation form P.host to P.mem and back to P.host would incur
three types of overhead.  These are writing back some cache lines to memory,
invalidating some cache lines, and potentially missing invalidated cache lines.

Affinity:

Affinity estimation is an estimation to determine on which processor a module
would run faster.  During compilation, the modules are assigned an affinity
estimation based on profiling.  One profile run is run on P.host, and another is run
on P.mem.  The compiler then tries to assign the modules to run in parallel in such
a way that the run times would match closely.  If this can not be done, then the
compiler will assign the modules to run on the processor that they have the
greatest affinity for.  

Partitioning:

Over time, a program can change its characteristics.  This changes the affinity
values that is assigned to each module.  To solve this problem, dynamic
scheduling can be used.  What dynamic scheduling does is reevaluate the correct
processor to run each module on when it is time to run it.  The granularity used
could be each time the module executes (Coarse Grain) or each time a loop starts
execution (fine grain).  Once a granularity is selected, a scheduling algorithm must
be set.  Three basic algorithms that can be used include basic, most recent, and
first invocation.  Basic times one iteration of the module on each of the processors.
It will then use that value to determine if the module should execute on P.host or
P.mem.  Most recent measures the last execution time of the processor not
currently running the module.  If the run time of the module exceeds the “most
recent” time, then it will switch processors for the next iteration of that module.
Finally there is first invocation.  First invocation performs an analysis on each
module the first time it is run.  It will then use the value determined there for
module assignment.

Results:

For nonnumerical applications, the P.mem/P.host architecture delivers speedups
that are higher than an architecture consisting of 2 P.host processors.  It also
performs much higher than 2 P.mem processors.  Since the P.mem/P.host
architecture is lower in cost than 2 P.host processors, this is a big win.  For
numerical programs, the P.mem/P.host architecture delivers speedups that are
comparable to 2 P.host processors.  Compared to the 2 P.mem processors, it



performed only slightly lower.  If an architecture were needed to run both
numerical processes, and nonnumerical processes, then the P.mem/P.host system
should be used.  However, if only numerical processes were to be run, then a
different architecture could allow greater speedups.   

Automatic Code Mapping conclusion:

This paper only analyzed a P.mem with one processor.  In reality, there would be
multiple processors associated with each P.mem.  This would make the code
mapping both more difficult, and possibly more beneficial.   This would allow for
more ILP to be exploited on the P.mem side.  It would also allow for lower
latencies to some memory locations while adding memory latency to others.  Since
it is difficult to predict how the memory locations are going to be used, extra
hardware would probably have to be added to deal with the situation.  

 Conclusion:

While PIM seems to be an architecture with a promising future, there are still
some issues that need to be overcome.  One complication is the speed of DRAM
transistors compared to Logic transistors.  The DRAM industry expects to
overcome this with new developments allowing DRAM transistors to approach the
speed of logic transistors [1].  It has also been shown that issues such as data
retention, yield, and noise can be overcome [2].  Since it appears that VLIW-PIM
is the front runner in this field, it is possible that it may find its way into
conventional architecture in the near future.  
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